
Level Up Your CI/CD: Building a secure pipeline

with OSS



Level Up Your CI/CD: Building a secure pipeline with OSS

https://github.com/unicrons/secure-pipeline-workshop

Slides

Repo

Fork it and clone it





Agenda

1. Introduction

What is CI / CD / CS ?

The need for secure pipeline

2. The "perfect pipeline" overview

3. Pipeline Steps:

Explanation of the step

OSS tools that can help with it



What is CI / CD / CS?

Continuous Integration (CI)
Developers merge code multiple times a day

Every merge triggers an automated build and test

Continuous Delivery (CD)
Every change can be deployed to production

"Release day" no longer exists

Continuous Security (CS)
Embedding security into the process

Automating security controls and tests throughout the pipeline (like we do for QA)

Find vulnerabilities when they are cheapest and easiest to fix



Why is security in the pipeline important?

Why add security steps to the pipeline?

Prevents supply chain compromises (e.g., malware injection)

Enables early threat detection (SAST/DAST scans, secret checks)

Reduces risks in automated environments (leaked keys, backdoors)

Ensures compliance & builds trust



And why is security of the pipelines important?

We will talk more in the Pipeline Security step, but let’s

mention some recent examples:



And why is security of the pipelines important?

https://www.stepsecurity.io/blog/hackerbot-claw-github-actions-exploitation



Why is pipeline security important?

But my repo is private...

...until is not.



More incidents…



The "perfect pipeline" overview



The "perfect pipeline" overview

Each job is a reusable workflow orchestrated by pipeline-orchestrator.yml .



WHERE IS THE AI?!?

There is AI today…

A year ago, these problems kept AI out of this talk. They haven’t gone

away. The industry just got much better at handling them:

Non-determinism — same prompt, same code, different findings

Cost & rate limits — an LLM on every commit adds up fast

Privacy — your proprietary code travelling to a third-party API

Auditability & explainability — "why did you flag this?" is still opaque

Prompt injection — the code under review is the input

is no



Two faces of AI in pipelines

🔴  AI as the attacker — exploitation at machine scale

Autonomous bots exploiting CI/CD — Hackerbot-Claw

AI reviews missing real attacks — Nx supply chain

🟢  AI as the defender — patterns shipping in production

Validated auto-fix — Snyk, Copilot Autofix

AI triage on deterministic findings — Semgrep Assistant, Aikido

Fine-tuned SLMs for narrow tasks

Autonomous AI pentesting — XBow, Aikido

Defenders aren’t the only ones shipping AI.



Where AI actually helps

Axis Scanner sees AI sees

🧠
Semantic

user.update(req.body)  — valid ORM

call, no SQLi, no taint sink.

"The body is unfiltered — a user can send {is_admin:

true}  and promote themselves. Same family as IDOR:

scanners can't tell which fields are sensitive."

📚
Coverage

Strong where you wrote a rule; blind to

bug families nobody got around to

enumerating.

Recognises the shape of the bug across stacks — jwt

alg: none , lockfile poisoning, MCP misconfigs — even

without the exact rule. Trade-off: not every run.

🗣️
Explanation

js/sql-injection at line 42 .

Severity high. Now figure it out.

"Line 42 concatenates req.body.email . Switch to a

parameterised version — here's the diff. Won't break

db.js ."

A few places where it pulls its weight.

Access control — IDOR,

mass assignment, BOLA…

Beyond your ruleset

The "why" + a diff



Risks of running AI in your pipeline

Risk How it shows up in CI Mitigation

⚠️ Prompt injection PR titles, branches, commits, comments, deps — all flow into the prompt. Indirect

injection via fetched docs / MCP tools.

Wrap untrusted input · least-privilege jobs ·

assume it can be tricked.

📦 Slopsquatting ~20% of LLM-recommended packages don't exist. Attackers register the

common names — npm install  phones home.

Lockfiles · allow-lists · verify every new dep.

🔑 Secrets in prompts Anything in the prompt ships to a third party. Provider logs become an exfil

channel — one stray .env  leaks the fleet.

Paid tier (no training) or self-hosted · redact ·

scope tokens.

🔌 MCP attack surface 12 threat categories catalogued: tool poisoning, shadowing, registry

typosquatting. @azure-devops/mcp  shipped without auth.

Pin MCP versions · scope permissions · audit

tools.

🔗 AI step = supply chain Half the AI-review Actions on the marketplace are single-maintainer repos with

no audit trail. Same lesson as tj-actions .

Pin SHAs · read the source · treat like any

third-party Action.

And the new attack surfaces it brings.

OWASP LLM #01 · structural

Hallucinated packages

Exfiltration channel

CoSAI · Jan 2026

Just another Action



Putting it together

✅  Do

Pair AI with deterministic SAST

Pin the model + log every run

Least-privilege the AI job

Audit the AI Action (SHA-pinned)

⚠️  Don’t

Make AI a merge gate (flaky → rubber-stamp)

Send code to free tiers (training opt-out)

Skip prompt-injection defences

Trust MCP servers without scoping

Before you wire it up:

Baseline · OWASP Top 10 for LLM Applications

https://genai.owasp.org/llm-top-10/


Important stuff that we’ve left out…

pre-commit and other git hooks

Github features deep dive

Red Team tooling

Like boostsecurityio/smokedmeat

A lot of very good tools…

Any new vector attack that happened in the last 48h…

https://github.com/boostsecurityio/smokedmeat


If you want to try the workshop

First of all you need to fork this repo:

https://github.com/unicrons/secure-pipeline-workshop

Then, for each step:

1. Read step explanation

2. Enable the job:

Copy the workflow.yml

Open a PR in your fork to trigger the pipeline

3. Solve the finding

4. Go to the next



Pipeline Security

Why is Pipeline Security Important?

Baseline security of our SDLC 

Elevated access:

to secrets

to code

to infra

Common Pipeline Security Issues

Hardcoded Secrets

Excessive Permissions

Untrusted Actions

Insecure Triggers

Missing Security Controls

(Software Development Life Cycle)



Pipeline Security

https://www.stepsecurity.io/blog/hackerbot-claw-github-actions-exploitation



Handling insecure user inputs
Pipeline triggers contain information about the triggering event:

which user triggered it

the branch name

pull request number

and other event context details…

Some of these values are controlled by the user…

so, do not trust them



Handling insecure user inputs

For example, in Github all of this should be treated as potentially untrusted input:

github.event.issue.title

github.event.issue.body

github.event.pull_request.title

github.event.pull_request.body

github.event.comment.body

github.event.review.body

github.event.pages.*.page_name

github.event.commits.*.message

github.event.head_commit.message

github.event.head_commit.author.email

github.event.head_commit.author.name

github.event.commits.*.author.email

github.event.commits.*.author.name

github.event.pull_request.head.ref

github.event.pull_request.head.label

github.event.pull_request.head.repo.default_branch

github.head_ref



Handling insecure user inputs

Example:



Handling insecure user inputs

Solutions

Use an intermediate environment variable

Tools like zizmorcore/zizmor  or Betterment/claws  can detect these injection patterns

Extra readings:

https://securitylab.github.com/resources/github-actions-untrusted-input/

https://www.kenmuse.com/blog/github-actions-injection-attacks

https://securitylab.github.com/resources/github-actions-untrusted-input/
https://www.kenmuse.com/blog/github-actions-injection-attacks


Pipeline Security

Zizmor

github.com/zizmorcore/zizmor

Claws

github.com/Betterment/claws

https://github.com/zizmorcore/zizmor
https://github.com/Betterment/claws


Pipeline Security (Workshop Results)

Zizmor Claws



Beyond SHA pinning
But, be careful, SHA pinning is not enough.

https://github.com/aquasecurity/trivy/commit/1885610c6a34811c8296416ae69f568002ef11ec

https://github.com/actions/checkout/commit/70379aad1a8b40919ce8b382d3cd7d0315cde1d0

https://github.com/aquasecurity/trivy/commit/1885610c6a34811c8296416ae69f568002ef11ec
https://github.com/actions/checkout/commit/70379aad1a8b40919ce8b382d3cd7d0315cde1d0


Beyond SHA pinning
Thankfully, zizmor  can detect this:

https://docs.zizmor.sh/audits/#impostor-commit

https://docs.zizmor.sh/audits/#impostor-commit


Pipeline Security

Extra ball: Warden’s Ruse



Pipeline Security

Apparently to be used for deploys, using Github

Actions

Something suspicious?





Pipeline Security

A repository

from "*"

named "Wardens-Ruse"

using the branch "endlessendurance"

FROM * ?FROM * ?



Pipeline Security
Extra ball: Warden’s Ruse

RETURNS

./workshop/pipeline_scan/extra/WardenRuseReturns

This time the Admin has been studying the Github Actions OIDC token and has added some new conditions to the policy to make it more

secure...

Hint: AWS does not support all claims that GitHub Actions OIDC token provides. You may need to customize the subject claim:

gh api /repos/<org>/secure-pipeline-workshop/actions/oidc/customization/sub -X PUT --input claims.json



Pipeline Security

./workshop/pipeline_scan/extra/checkoutLeak

Extra ball: actions/checkout  can leak Github Credentials

https://yossarian.net/til/post/actions-checkout-can-leak-github-credentials/



Secrets Scan

Why is Secrets Scan Important?

Data breaches

Access to our systems

Supply Chain Attacks

Compliance Issues

Financial Loss

Reputation Damage

Common Leaked Secrets

Hardcoded passwords

Database Connection Strings

Cloud Provider Keys

3rd Party API Keys (AI providers, payments, SaaS…)

Private keys

Service account & non-human identity (NHI) tokens



Secrets Scan

The problem keeps growing — fast.

28.65M

+34% YoY

new hardcoded secrets in public GitHub

commits in 2025

Largest single-year jump GitGuardian has ever

recorded. From 11M in 2021 to ~29M in 2025.



Secrets Scan — AI is fueling a new generation of
leaks

2×

+81%

5×

24K+

 — Claude Code co-authored commits leak

secrets at twice the human baseline (3.2% vs

1.5%).

 — YoY growth in AI-services secrets

(1.27M in 2025).

 — LLM infrastructure (RAG, vector stores,

orchestration) leaks faster than core model

providers.

 — secrets exposed in MCP configuration

files in their first year.



Secrets Scan

Other Types of Sensitive Data

Webhooks

Expose internal domains

Trigger actions (like Slack Webhooks)

Account IDs

Easier enumeration

Internal Documents

PII
Awseye is an open-source intelligence (OSINT) and

reconnaissance service tracking publicly accessible

AWS data.



Secrets Scan

Privacy is not a security control

6× 64% 80K
Internal repos are 6× more likely to

contain a hardcoded secret than public

ones (32.2% vs 5.6%).

Of secrets leaked in 2022 are still valid

in 2026. Detection isn't the bottleneck

— remediation is.

Secrets found on unintentionally

exposed self-hosted GitLab + Docker

registries — 10K still valid.

Recent reminders that "private" doesn't mean "safe":

• Red Hat consulting breach (Oct 2025): 570GB exfiltrated

from internal GitLab, 28K repos, ~800 orgs affected.

• Shai-Hulud 2 (npm supply chain): 6,943 dev workstations

harvested, ~33K unique secrets — secret avg appears in 8

places per machine.



Secrets Detection

Trufflehog

github.com/trufflesecurity/trufflehog

Gitleaks

github.com/gitleaks/gitleaks

https://github.com/trufflesecurity/trufflehog
https://github.com/gitleaks/gitleaks


Secrets Detection (Workshop Results)

Trufflehog Gitleaks



Code Scan

Why is SAST Code Scan Important?

Vulnerability detection in your source code logic

Faster feedback loop compared to DAST

Understands vulnerabilities with code context, not only matching regexp

Common code security issues

RCE (Remote code execution)

Secrets leakage

DoS (Denial of Service)

SQL Injection



Code Scan

Why is SCA Code Scan Important?

License Risk Assessment

Outdated/Vulnerable Component Detection

Helps you build a Software Bill of Materials (SBOM)

Mitigate (detect) supply chain attacks

Common SCA findings can cause:

License issues

Vulnerabilities in your dependencies

Executing untrusted code



Code Scan (SAST)

CodeQL

github.com/github/codeql

semgrep

github.com/semgrep/semgrep

https://github.com/github/codeql
https://github.com/semgrep/semgrep


Code Scan (Results SAST)

CodeQL semgrep



Code Scan (SCA)

Dependency Check

github.com/dependency-check/DependencyCheck

https://github.com/dependency-check/DependencyCheck


Code Scan (Results SCA)

Dependency Check



Code Scan (Results SCA)

Check the Upload Scan Report

step in the SCA Job to check

the HTML report with deeper

info on the vulnerabilities.



Infra as Code Scan

Why is IaC Scan Important?

Identify misconfigurations before deployments

Treat IaC as any other piece of software

Scalable security approach for the Cloud

This is supposed to be us creating "infra as code".



Infra as Code Scan

Common IaC Issues

Access Control

Overly Permissive IAM Policies, Publicly Accessible Resources, Missing Authentication Controls, Default or

Weak Credentials

Encryption

Unencrypted Storage at Rest, Unencrypted Backups & Snapshots, Missing TLS/In-Transit Encryption, Weak

or Outdated Cipher Suites

Network Security

Open Security Groups (0.0.0.0/0), Public-Subnet Exposure, Mis-scoped Load Balancers/Endpoints

Compliance & Governance

Insufficient Logging & Audit Trails, Lack of Continuous Monitoring/Alerts, Missing Resource Tagging,

Improper Backup Retention/Encryption



Infra as Code Scan

Specific IaC Recommendations

Use encrypted remote backends

Use state locking to prevent concurrent modifications

Mark sensitive data appropriately

Pin provider versions

Vet third-party modules

We recommend running IaC scans against terraform plan  and equivalents when possible for more

accurate results.



Infra as Code Scan
Extra ball: Terraform Plan RCE

https://alex.kaskaso.li/post/terraform-plan-rce



Infra as Code Scan

Checkov

github.com/bridgecrewio/checkov

Trivy

github.com/aquasecurity/trivy

https://github.com/bridgecrewio/checkov
https://github.com/aquasecurity/trivy


Infra as Code Scan (Workshop Results)

Checkov Trivy



Container Scan

Why is Container Scan Important?

Common way to deploy software → Common target for attackers

Access to underlying infra/secrets

Common Container Security Issues

Vulnerable dependencies

Hardcoded Secrets

Excessive Privileges (root, network, filesystem)



Container Scan

Trivy

github.com/aquasecurity/trivy

Grype

github.com/anchore/grype

https://github.com/aquasecurity/trivy
https://github.com/anchore/grype


Container Scan (Workshop Results)

Trivy Grype

Dockerfile: FROM node:16.14.0-alpine  → FROM node:24-alpine

package.json: "lodash": "4.17.15"  → "lodash": "4.17.21"  (re-run npm install )



Runtime Infra Scan

Why is Runtime Infra Scan Important?

We can’t catch everything in previous steps

Manual changes exist

It’s the final source of truth

Common Runtime Infra Security Issues

Access Control

Encryption

Network Security

Compliance & Governance

Drift



Runtime Infra Scan

Prowler

github.com/prowler-cloud/prowler

Steampipe

github.com/turbot/steampipe

https://github.com/prowler-cloud/prowler
https://github.com/turbot/steampipe


Runtime Infra Scan (Workshop Results)

Prowler Steampipe



Thanks for coming!

Paco

sanchezpaco

pacosanchezlopez

Andoni

andoniaf

@andoniaf_

andoniaf.unicrons.cloud

unicrons

unicrons

@unicrons_cloud

unicrons.cloud

Feel free to contact us, or open an issue in the repo.

Any feedback would be greatly appreciated.

https://github.com/unicrons/secure-pipeline-

workshop

Find this slides and other talks at

unicrons.cloud/en/talks

https://github.com/unicrons/secure-pipeline-workshop
https://github.com/unicrons/secure-pipeline-workshop
https://unicrons.cloud/en/talks/

